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Abstract. How to cite components of a digital library and how to perform robust and efficient
archiving are two closely related topics. This is a brief summary of the results of recent work at
the University of Pennsylvania under the Data Provenance project.

1 Introduction

Many digital libraries are developed in support of scientific and scholarly work. As such they are repositories
of data whose value lies in its selection, accuracy and organization. In this respect they perform the same
function as conventional libraries. However digital libraries are capable of supporting much more complex
structures, such as databases, and they can capture more accurately and rapidly the evolution of knowledge
in an area. Given these differences, how do we cite some component of a digital library, and how do we
effectively archive the information given that it is in continually changing? It turns out that these two issues
are intimately connected.

1.1 Deep Citations

In conventional scholarship there is a standard unit of citation — the document. These are the (physically)
indivisible units from which a conventional library is composed, and standards for bibliographic citation have
been well developed [8, 11, 2]. However, in a digital library the “units” are less clear. Suppose for example,
a digital library contains, among other things, a relational database. What is the “unit” of citation? The
the library itself? The database? A table in the database? A tuple in that table? It is clear that some
multi-level structure for citations is needed. The library might also contain a very large XML document.
Citing the whole document is too coarse, but the document has many levels. There is no reason to believe
that any one level is preferred. What we need to understand is how to describe a citation for some arbitrary
component of a hierarchically structured data set. This is what we understand by the term “deep citation”
that has been tossed around at digital library meetings.

A citation serves first as a unique identifier; second the structure of a citation may be of some use in locating
a document or piece of data. In this the structure of a citation plays a role identical to that of a key in a
database. This leads us to the following questions.

1. What is the structure of a hierarchical key?
2. What constraints does a given key structure place on our data?

3. How do we reason about keys? I.e., given that our data satisfies certain keys, what other keys does it
necessarily satisfy.

An egregious example of failure to agree on (1) occurs in relational databases. In many implementations
tuples are given a unique system identifier which exists for the lifetime of that tuple. However, in some
implementations the identifier is unique across the whole database, while in others it is unique to a table
(to specify a tuple one gives the table name and the identifier). This confusion makes it difficult to write
generic code that “cites” a tuple.

In Section 2 we shall describe briefly some recent work on the definition of keys for XML, this being a
standard for hierarchically structured data and documents.



1.2 Archiving Structured Data and XML

Digital libraries, like their conventional counterparts, should also perform an archivael function. They should
provide not only the current state of knowledge but also the state of knowledge as it was at all times in the
past. For a conventional library the solution is, in principle, simple: keep all the documents. But in a digital
library, where the data is constantly evolving, it is not at all obvious how we preserve all past states of the
data. An XML document may be updated thousands of times during its life. Are we to keep all the versions
of the document? Someone who runs an SQL query against some frequently updated database may want to
know what the result of the query would have been if the query had been run at some time in the past. Are
we to checkpoint the database after every update? These appear to be ridiculously unworkable solutions to
the problem of archiving. But keeping archives is very important, especially in scientific databases. When
we cite some component of a digital library, we should record the time at which the citation was made, and
it should be possible to provide that component as it existed at that time.

Fortunately, we can use the hierarchical key structure of a database or document to enable us to maintain
efficiently a complete record of the evolution of the data. The idea is simple. Think of some database
containing objects. Rather than keep a sequence of databases that records the history of the database, we
keep one database in which the history of each object is recorded. Then, rather than keeping the history
of an object as a sequence of objects, we keep it as one object in which we record a history for each of its
components, and so on. It is the key structure of the database that defines the objects and their components.

There are various aspects to the efficiency of archiving: the cost of performing an update should be low; the
space needed to to store the complete archive should be low; and the cost of retrieving an old version of the
database should be low. The method we describe in Section 3 does well on all three counts, and it produces
satisfactory results in experimental tests.

1.3 Relationship to Provenance

These are two of the topics that have been studied under the Data Provenance project at the University of
Pennsylvania. The purpose of that project is to understand issues of provenance in scientific databases. Most
the 400 or so publicly available databases in molecular biology are copied to some degree from each other.
Understanding how a given piece of data arrived in a given database is an important issue for scientists
concerned about the reliability of the data that supports their research. All these databases are subject to
continual updates. There are currently no uniform standards for citation and data is lost, in some cases,
through lack of archiving. The relevance of these topics to provenance should be self-evident. In particular,
we hope that a thorough understanding of keys will enable us to formalize the distinction between “why”
and “where” provenance, as described in [6, 7].

2 Keys for Hierarchical Data and XML

A familiar hierarchical key structure is to be found in the file systems supported by modern operating
systems. Files are stored in directories, and directories may contain files or other directories. The names of
files and directories within a given directory are unique, so a given path of names uniquely identifies a file
or directory. These names are typically chosen to be informative, and the directory structure may convey
useful information about the data. Our favorite example is a directory structure used by the Linguistic Data
Consortium[13]

/[timt/train/drl/fcjf0/sal. wav

corpus: timit dialect-region: 1 / speaker—id: cjf0 | file—type: waveform
type: training sex: f sentence—id: sal



in which a substantial amount of the data that would — in a relational databases — be represented in one or
more tables is implicit in the directory structure.

Note that, because names within a directory are unique, each initial segment of such a path (e.g., /timit/train/dri)
represents a unique node. In XML, which also has a hierarchical structure, the unique name condition no
longer holds. Indeed a path such as /timit/train/dr1, which is a valid XPath [9] expression now identifies

a collection of nodes. This is the topic of [5] which describes how to impose a key structure on XML.

The key specification imposes constraints on the XML document so that a key citation identities exactly
one node in the document. For example, suppose we have a XML document representing databases from
various universities as shown in Figure 1 and this satisfies the following constraints:

1. no two universities have the same name,
2. no two departments within any university have the same name,

3. no two students of any department of any university who belong to the same research group have the
same first and last name.

Then it is possible to write an XPath expression
/univ[@name="UPenn"]/dept [name="CIS]/student [group="DB" and name/first="John" and name/last="Smith"]

to identify the highlighted node (in red) shown in Figure 1. Due to the first condition above, the path
/univ[@name="UPenn"] returns at most one university node u under the root. And due to the first and
second condition, the path /univ[@name="UPenn"]/dept[name="CIS] identifies at most one department
node s under the node u and so on.

Suppose in addition, our document satisfies the following condition:
¢ no two students in any university have the same student id.

To identify a student in this case, one can write the following citation

/univ[@name="UPenn"] /dept/student [id="1234"]. Even though /univ[@name="UPenn"]/dept/ may re-
turn more than one department node, the condition above requires that there can be at most one student
with id of value 1234 in a university.

The XML community has proposed various forms of key specification in XML standard [3] and XML
Schema [14]. In XML standard, ID attributes are not scoped. They are always required to be unique
in the entire document. With ID attributes, we are also limiting ourselves to unary keys and cannot specify
more than one key for an element type. XML Schema has a more elaborate proposal. Most notably, the
difference between our key structure and that of XML Schema’s is the concept of relative keys as illustrated
by our examples where each node is distinguished with some key relative to the key of its parent or ancestor.
Also, our path expressions allowed in the key specification is a subset of the general XPath expression which
allows us to reason about keys for XML [4].

3 Efficient Archiving

Providing good archival data is a largely unsolved problem in scientific databases. To see the problem, let us
contrast two extremely useful databases in bioinformatics: Swissprot, a database of protein sequence data
and OMIM (On-line Mendelian Inheritance in Man), a database of genetic traits. To someone interested in
the structure of these databases (rather than their contents) these databases are remarkably similar.

e Both databases are kept in structured text format using a purpose-designed data format. Both could
easily be converted to XML.



e Both databases consist of a sequence of tens of thousands of entries — information about a specific
protein sequence or genetic trait.

e New entries are added daily.

e Existing entries are occasionally changed, most updates involve adding data rather than deleting or
modifying it.

However the databases differ greatly in how archiving is performed. In Swissprot, a new version is released
every four months or so. All the old versions are kept. The total size of all the 40 or so past versions is
approximately 20 times the size of the most recent version. By contrast, in OMIM, the latest version of the
database is published daily, sometimes more frequently, but old versions appear not to be kept. Although
edit trails of individual entries are kept, it is not clear how complete they are; and reconstructing an old
version of the database, if possible, would be expensive.

The two approaches apparently present us with a dilemma: one can keep a set of archives, as in Swissprot,
but this is space consuming and — more seriously — there is a 4-month delay in recent data being published.
Or, as in OMIM, one can keep an up to date current version, but provide no simple archiving mechanism.
What our recent work shows is that it is possible to have one’s cake and eat it. We can maintain a large
number of archives efficiently, and we can do it in a way in which uses relatively little space and makes it
easy to retrieve old versions.

The basic idea is to recursively merge multiple versions of a hierarchical data into one hierarchy as outlined
in 1.2. For example, suppose the documents below are two versions of the university database in the previous
example.

ver. 1 ver.?2
<univ name="UPenn'"> <univ name="UPenn">
<dept> <dept>
<name>CIS</> <name>CIS</>
<student> <student>
<group>DB</> <group>DB</>
<id>1234</> <id>1234</>
<name> <name>
<first>John</> <first>John</>
<last>Smith</> <last>Smith</>
</> </>
<student> <student>
<group>DL</> <group>DL</>
<id>2345</> <id>3456</>
<name> <name>
<first>John</> <first>John</>
<last>Smith</> <last>Doe</>
<>L/>L/></> </>L/>L/></>

Apparently, these two versions share some common parts, and storing them separately is redundant and
inefficient. This is similar to what actually occurs in most scientific data. For example, OMIM data discussed
above is updated frequently, but the changes effected by each update are small compared with the whole
database. Instead of storing the two versions above separately, we merge them into one hierarchy with
embedded timestamps as follows:

<time t="1-2">
<univ name="UPenn'">
<dept>



<name>CIS</>
<student>
<group>DB</>
<id>1234</>
<name>
<first>John</>
<last>Smith</>
</>
<time t="1">
<student>
<group>DL</>
<id>2345</>
<name>
<first>John</>
<last>Smith</>
</>
</>
</>
<time t="2">
<student>
<id>3456</>
<name>
<first>John</>
<last>Doe</>
</>
</>
</>
</></></>

This data includes three timestamps. The first timestamp is encloses the root element, and it stores informa-
tion that this root node existed from the version 1 to the version 2. Descendants of the root without explicit
timestamps, such as <dept> element and the first <student> element, inherit that timestamp. On the other
hand, the second and the third <student> elements are enclosed by timestamps showing they existed only in
version 1 and version 2 respectively. It is easy to see that this structure avoids storing redundant information,
and yet preserves enough information to recover each version. We can efficiently extract each version from
this structure by simple one-path scan of the data.

In the process of creating this archiving structure, keys play an important role. We merge two trees based
on the equality of key values of elements. For example, the first student elements in two versions are merged
because they have the same key value, i.e., the same id. The uniqueness of key values within each version
and the expected similarity among elements with the same key value in different versions give us a compact
and loss-less merge of versions. This technique is a generalization of algorithms designed for “peristent” data
structures [10]

We have implemented an archiving system for hierarchical data based on this idea, and run some experiments
to compare its efficiency with “diff” approach, which is a popular approach for archiving [1]. In the diff
approach, one stores the current version and also keeps “diffs” between all pairs of consecutive versions so
that we can trace back to the older versions. By storing only diffs instead of each version we avoid space
inefficiency. However, a disadvantage of diff approach is that to recover the nth previous version we need
to apply n diffs to the current version. The naive alogorithm for this requires n passes through the data.
We can construct a more complicated algorithm so that we apply n diffs to the current version and scan the
whole database only once, but that algorithm still has nlogn complexity.

The graph in Figure 3 illustrates the result of an experiment. We created 48 versions by extracting a portion
from 48 versions of OMIM data. (We extracted only entries that were inserted or updated during those



48 versions.) The red line in the graph shows the size of those 48 version; the green line shows the size of
diffs between each version and the previous version; the brown line shows the size of the archiving structure
created by our system; and the blue line shows the total space used for archiving in the diff approach, i.e.
the total size of one version (the first version in this experiment) and the diff information between two
consecutive versions. As shown in this graph, in our archiving system, we can archive those 48 versions of
the data with space-efficiency similar to the diff approach. Again, note that the extraction of old version is
more efficient in our approach.

We also compare our approach with diret compression. There are many file compression tools used in
practice. Because we are using XML data in this experiment, we used XMill[12], a compression algorithm
specialized to XML, for the comparison. We created a huge XML tree by putting versions side by side under
a root element, and compressed it by XMill. The yellow line in the graph shows the size of the file produced
by that process. Because XMill uses binary compression, it achieves about 2 or 3 times better compression.
A disadvantage of the compression approach, however, is that the archive is some binary file, and we can do
little on that data without first expanding it. For example, even when we want to extract only one version,
we need to expand whole archive. On the other hand, in our approach, the archive is also an XML file. This
has two advantages. First, it is possible to evaluate some queries on old versions without actually creating
that version. Even queries across many versions, such as extracting all the history of some element, can be
evaluated on our archive structure. Another advantage is, when we really want to compress the data, we
can combine our approach and compression approach by compressing our archive structure. For example,
the cyan line in the graph in Figure 3 shows the size of the result of compressing our archive structure by
using XMill. As shown in the graph, it achieves better compression than the simple compression approach.
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Figure 1: An XML document shown in DOM model

Figure 2: Compressing biological data



